Sample Search Documentation
     Executive Advantage Group
Position Specification
Consultants in Personalized Executive Search

	

Data Search Systems, Inc.
Vice President of Engineering

Position Specification
	



The Market Opportunity:  Unstructured Data Management (UDM) Solutions Market

As long ago as November of 2000, a Merrill Lynch study projected the total unstructured data management (UDM) software market will grow to $4.7B in 2004 and grow over 30% per year for the foreseeable future.  According to Unstruct.org’s December 2003 newsletter, IBM sees what they refer to as the enterprise text analytics market growing from $400 million in 2003 to $10 billion in five years (excluding search). The storage industry will have shipped approximately four million terabytes (one terabyte = 1012 bytes) of data capacity in 2003, a significant portion of which will be used to store unstructured data, including e-mail, intelligence data, genetic research data, weather data, medical records, images, and Internet pages. 

Information Today: In a single day Wal-Mart records 20 million sales transactions, Google handles 70 million searches, and AT&T produces 275 million call records. The U.S. Government is interested in storing and mining complex data of this magnitude for national security reasons. Current algorithms for mining complex models from data (e.g., decision trees, sets of rules) cannot mine even a fraction of this data in useful time. In addition to being very large, database sizes are also growing at an unbelievable pace. Mining a day’s worth of data can take more than a day of CPU time; therefore data accumulates faster than it can be mined.

There is a tremendous amount of unstructured data needing management and growing rapidly.  The amount of data stored increases annually by nearly an order of magnitude. Only 20% of all data collected is structured, leaving 80% of data unstructured (i.e., not indexed), inherently unstructureable (consider images or DNA data), changing fast (as with intelligence data and medical records), or held as an object within an otherwise structured database (e.g., memo fields, images). To find something of interest out of these data, the entirety of the stored records must be searched. As stored data sets expand, it takes an unacceptable amount of time to find information. 
Today, to search data stored on hard drives, servers, or RAID systems requires that data move through the disk controller, across the I/O bus, through the bus bridge, across the memory bus to main memory, and again across the memory bus to cache, all prior to the processor having access to the data to perform search operations. These conventional searches are limited by the transferring of these massive data.

In an invited talk at the High Performance Embedded Computing Workshop 2003, John Reynders of Celera Genomics commented that, “The size of the databases we deal with is no longer measured in terabytes, but in exabytes.” At present, these data sets far exceed the capacity of modern processors, so searching them has become a serious challenge.

The need exists for a fast, scalable search capability that not only speeds searches today but scales directly with increases in the data stored, providing a long-term information storage solution. Early markets with a critical need include intelligence, Homeland Security, defense applications; genomics research, financial services, and health care.

Our Client: Data Search Systems, Inc. (http://www.datasearchsystems.com)

Formed in April 2003, Data Search Systems, Inc. (DSSI), headquartered in St. Louis, Missouri, completed its first round of funding and began operations on 1 July 2003 to develop and market products based on technology spun out of Washington University’s Engineering School. DSSI has been granted an exclusive license for technology to dramatically speed up searches of massive, disk-based unstructured data.  The market for products and services that search unstructured data is very large and only marginally penetrated. 

The startup began life with $2 million in backing, including $600,000 from lead investor Bush-O'Donnell & Co., the investment company headed by Jim O'Donnell.  Fund raising began in March ‘03; 70 days later, DSSI was over subscribed. "Which is a wonderful thing in June 2003," said J.J. Stupp, DSSI’s Chief Financial Officer.  

DSSI establishes a new data storage paradigm with their technology addressing the need to perform fast, reliable searches of large unstructured (non-indexed) databases.

DSSI’s proprietary technology searches unstructured data at hardware speeds with the agility and flexibility of advanced software. Performance improvements in excess of 100,000 are possible over storage networks and large disk arrays. Applications include intelligence, genomics, scientific research, medicine, corporate servers, storage networks, and the Internet.

DSSI originally conceived of technology to speed searching unstructured data, using firmware embedded in re-configurable hardware (FPGA—Field Programmable Gate Arrays) adjacent to a disk drive or array.  Using DSSI technology, a software application can be decomposed into a software and firmware part, taking advantage of existing computer system architecture to increase speed: faster hardware (the FPGA) vs. software; parallelism over several disks or RAID arrays; and pre-filtering interesting data, thus reducing system and network bandwidth requirements. In addition to fast-data mining, DSSI has developed its technology to include firmware-based functional elements to preprocess data for such applications as:  compression, decompression and managing compressed data; encryption, decryption and managing encrypted data; filtering and preprocessing incoming data for comparison with stored data; and the more efficient retrieval of stored data.

DSSI’s prototype systems are demonstrating searches on test databases at speeds two orders of magnitude (100 times) faster than current search technologies on a single disk drive. Speeds are multiplied over arrays of disk drives by the number of drives being searched. Test products are available for evaluation. 

Example:

In many data mining applications the size of the database is not only extremely large, it is also growing rapidly. Even for relatively simple searches, the time required to move the data off magnetic media, cross the system bus into main memory, copy into processor cache, and then execute code to perform a search is prohibitive. DSSI is building a system in which a significant portion of the data-mining task (i.e., the portion that examines the bulk of the raw data) is implemented in fast hardware, close to the magnetic media on which it is stored. Furthermore, this hardware can be replicated allowing mining tasks to be performed in parallel across the disk array, providing further speedup for the overall data-mining application. 

Application Overview
1. An ideal solution for companies and organizations with massive data storage would be compression/encryption and search of encrypted/compressed data and retrieval of still compressed data. 

2. Compression is a mapping problem similar to encryption; DSSI technology can rapidly search, compress, and encrypt data. 
3. DSSI has underway a pilot project to compress/decompress and search/filter compressed data; send found compressed data back to the processor(s) so as not to tax bus/network bandwidth. 

The DSSI filtering and preprocessing capability allows the processor and software application to deal with much fewer data than without filtering. This capability should be of interest for several potential customer applications, including: OLAP (On Line Analytical Processing) applications--fast comparisons of incoming financial data with historical data; fast valuation and pricing of securities based on data feed; complex host or client-based filtering of incoming company data; searching compressed data in data warehouses; searching encrypted data; and delivering relevant data to the processor(s) where the preprocessing dramatically increases the application time.

Explanation

A disk (actually many disks) is attached via a controller to the I/O bus of a computer system or via a network. A path exists to enable data flow from the disk, via the I/O bus, to the memory. When an algorithm is executed on the processor, references to the main memory cause the data to be loaded into cache, at which point the processor can efficiently access the data.  

The conventional approach is highlighted in Figure 1 below: note number of points of travel from processor to disk. Note also that processing begins after cache is loaded.
Conventional Search Configuration
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Figure 1
The DSSI solution places the filter/compression/encryption technology, using re-configurable hardware, in parallel with the storage equipment, on or near the drive controller, thus allowing for a direct search of the disk drive and its data.  The speed of the search is optimized by fully utilizing the speed of the disk drive (See Figure 2). Relevant data is pre-selected at disk speed and only the interesting data is transferred to the processor, eliminating bottlenecks conventionally found during data transfer and processor calculations—thus greatly increasing speed and efficiency of the system. This same approach allows for execution of encryption/decryption, compression/de-compression, and searching of encrypted or compressed data. 
DSSI Approach
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Figure 2
 

Conventional searches build reverse indices to search a data set for known strings, they do not account for searches of unknown strings.  As a result, searches for strings that are only approximate matches of the pattern string must search the entire database.  The DSSI technology will enable an entire database to be searched in a reasonable timeframe.  An example of an approximate search would be to search for the name “Osama” in a large data set and be interested in not only the word “Osama,” but any word that was close to “Osama,” say 4 out of 5 characters the same.  A classical reverse index search would return the exact matches, but could not find those words that are close but not exactly matched.
DSSI technology can reside on any hard drive of a computer, server or network.  It can be built directly into the hard drive box or as a plug-and-play board.  
Reconfigurable Hardware 

Core data operations are performed by using reconfigurable hardware at the disk level. One approach is to stream the data from the disk directly into one or more large shift registers where the data is operated on by an array of reconfigurable logic. By using reconfigurable logic techniques, a host of core database operations can be performed at disk transfer rates. Scalability of performance is achieved by associating the hardware with each disk head. One feature of our approach is that we intend to develop hardware methods for performing approximate and staggered searches on the streaming data. DSSI’s approach differs from both earlier and current work in the following ways:

· Past approaches were relatively rigid in their set of fundamental operations. The DSSI approach initially utilizes fast FPGAs that will permit reconfiguration in response to application demands. Later versions will incorporate this capability into the ASIC that controls the internal disk operations.
· Past approaches were costly due to use of special purpose hardware. The current design environment has commoditized the design and implementation of special purpose hardware. There are three reasons for this. First, FPGA speed, capacity and price have all improved dramatically over the past few years. Second, processor and FPGA cores are now available for integration onto ASICs. Third, higher level design languages (VHDL, Verilog) are now available for development of synthesizable specifications of logic and cores. 
· Current work on Active Disks retains the major limitations inherent in performing basic operations by moving data from the disk to processor memory, moving data from memory to processor cache, and executing a program to perform the desired operation. By operating directly on data streaming from the disk multiple data to memory operations and subsequent instruction execution operations are avoided. 
Data Processing Hierarchy

The data processing system is viewed in terms of an operational hierarchy. Level 0 corresponds to the physical disk, Level 1 to the search engine reconfigurable hardware, Level 2 to the disk control processor, and Level 3 to the main application processor. Each level has an intuitive set of tasks for which it is responsible. Exactly defining the task sets, and the process of scheduling these tasks on the basis on a set of application queries, is currently being investigated.
Software and Operating System View

System utilities (e.g., GREP & Find for Unix) and application programs (e.g., SQL) can benefit from use of DSSI’s reconfigurable engine by translating their traditional search codes into the primitives available for searching magnetic media. For convenience, DSSI will construct a software layer (middleware) that offers access to the search primitives. High-level constructs such as regular expressions and approximate matching would be featured as middleware APIs usable by various software systems.
Approximate and Staggered Searching

It is clear that filtering or matching data is just one of a number of useful basic operations. Complex searches, however, require more than simple matching. Many applications involve collecting and analyzing data that has been corrupted (e.g., due to noise). Thus, it is important to have the capability for approximate matching where characters in a stream may be ignored (changed into a wildcard). Additionally, there are situations (e.g., genetics) where there have been insertions or deletions of characters in the stream. Thus, in general one would like to do a "best" match under a selected model of insertions, deletions or changes (changes can be modeled as a deletion followed by an insertion). With this in mind, we intend to develop an approximate matching capability where we can effectively perform a correlation operation between a template and a database string and, by setting a threshold level, can implement approximate match operations. 
For more in-depth information and discussions, please see the following Technical Papers:

· An FPGA-based Search Engine for Unstructured Database, Benjamin West, Roger D. Chamberlain, Ronald S. Indeck, and Qiong Zhang, in Proc. of 2nd Workshop on Application Specific Processors, San Diego, CA, December 2003. 
· The Mercury System: Exploiting Truly Fast Hardware for Data Search, Roger D. Chamberlain, Ron K. Cytron, Mark A. Franklin, and Ronald S. Indeck, in Proc. of Workshop on Storage Network Architecture and Parallel I/Os, New Orleans, LA, September 2003.
· The Mercury System: Embedding Computation into Disk Drives, Roger D. Chamberlain, Ron K. Cytron, Mark A. Franklin, and Ronald S. Indeck, presented at 7th High Performance Embedded Computing Workshop, Boston, MA, September 2003.
 

Management Team

· Benjamin M. Brink. Co-founder and Chief Executive Officer
Ben Brink has over 21 years experience in venture capital and the management of high technology companies—mostly in Silicon Valley, CA.  During this time he has taken positions as CEO of several technology companies in the software, defense electronics, and medical electronics market spaces. During the 1980’s, while a principal with H&Q Technology Partners, a specialized investment banking and venture capital firm, he was CEO in the turnaround of two Lockheed-invested companies—Alpharel, Inc. and MDB Systems. In the early 1990s he invested in and took senior management positions in several start-ups. From 1994-1996 he took time away from business to be the Republican nominee running for the US Congressional seat representing Silicon Valley.  From 1995-2001, first as COO and later CEO, he lead TEC, Inc., a medical semi-conductor company, from engineering firm to production company, eventually bringing in majority strategic investors in 2000.  Most recently, until the founding of DSSI, Brink has taken lead in the effort to license the Washington University Data Search technology to that newly formed company and has advised several early stage and start-up technology companies in the St. Louis area.

On active duty in the Navy in the 1970’s, Brink is a now a Captain in the US Naval Reserve, currently commanding Office of Naval Intelligence 0682. He holds degrees from Harvard University (MBA-1982) and from Stanford University (MS, Operations Research-1980 and BS, Mathematics-class of 1974). 

· J.J. Stupp. Co-Founder and Chief Financial Officer 
J.J. Stupp has 20 years experience in capital formation and management of entrepreneurial companies in the St. Louis, MO area. Stupp is a Member of the Board of Trustees of Washington University, on the Board of Directors of the Center for Emerging Technologies, Midwest BankCentre, the Academy of Science of St. Louis, the Missouri Seed Capital Board and the community liaison for venture fund Oakwood Medical Investors IV.  Stupp holds an MBA (1983) from Washington University and BS in Physics (1978) from San Diego State University.  

Technology Advisory Board Members:

· Associate Professor Roger D. Chamberlain, Co-founder, Interim Engineering Director
· Professor Ron K. Cytron, Co-founder 
· Professor Mark A. Franklin.  Co-founder
· Professor Ron S. Indeck, Co-founder 
The Opportunity – Vice President of Engineering (VPE)

DSSI is looking for a Vice President of Engineering (VPE) who, as a key member of senior management, will execute the business model while adding to and reinforcing the DSSI culture.  In a culture that promotes a sense of urgency and high-quality resulting in the highest customer satisfaction, one must possess a willingness to change, take intelligent risks, and be part of a free-market for ideas. Integrity is central to everything DSSI does and is required to be successful in DSSI’s relationships with its customers, employees, and trading partners. Existing to serve its customers, DSSI’s employees feel personally responsible for pursuing solutions to customer issues.   Performance driven, and continuously measuring and rewarding high performance achieved though sustainable effort, DSSI encourages employees to innovate, collaborate and work effectively in teams to optimize results, and then as a learning company, capture and distribute what is learned from their experiences.  

This position requires the ideal candidate to be located in DSSI’s St. Louis, Missouri, headquarters.  The ideal candidate must be very comfortable with the risks and rewards of a rapidly growing and evolving corporate environment.  Being well capitalized, DSSI is bringing a new capability into a rapidly unfolding marketplace.  This type of challenge is a selling point for the right individual, who can appreciate the magnitude of the breakout opportunity presented to them.  DSSI is looking for a passionate, thick-skinned, extremely creative individual who will thrive in this fast-paced, team-oriented environment.  The dynamic nature of our client’s business demands that this person have the flexibility to adapt to change, push their own personal and professional limits, possess the character to stand in the face of uncertainty, and the judgment and experience to know which course to pursue.

Position Profile 

With the ability to revolutionize how we deal with, use, and access data and information, there are enormous market/application opportunities for DSSI’s disruptive technology. DSSI is uniquely positioned to drive from their technology leadership position and achieve dramatic growth. Responsible for productizing DSSI’s technology solution offerings, DSSI is looking to fill the position of VPE reporting directly to DSSI’s CEO: Ben Brink.  

The challenge facing DSSI is to quickly capitalize on its unique new data storage paradigm and Unstructured Data Management technology competencies and capabilities, and establish itself as the market dominant leading provider of Unstructured Data Management solutions.  Growing a robust Engineering organization that will produce profitable implementations of unique DSSI technology will help achieve this.  The nature of DSSI’s technology combined with significant barriers to entry gives DSSI a tremendous competitive advantage over would be competitive solutions.  Because no current Unstructured Data Management solution provider has been adopted as a standard in this space, DSSI has a great opportunity to capitalize on its technology lead and position the value of DSSI’s Unstructured Data Management solutions.  Upon arriving at DSSI, this person will be expected to draw on personal experience to quickly assess and implement ongoing engineering activities.

As a solid systems engineering leader and project manager, able to propose and deliver against realistic and responsive schedules, budgets, and staffing requirements, DSSI’s VPE will be the engineering executive leading the product development effort and a member of the strategic business team capable of connecting with both product and customer marketing issues and have the vision to contribute to the team’s definition and development of the marketing concept as well as reacting to it.

DSSI’s VPE will own expanding the engineering team beyond its current start-up core of 2 full-time employees, 2 part-time contractors to 15 full-time engineering personnel by year-end, and peer managing the 4 Washington University professors responsible for transitioning licensed technology.  The VPE will be responsible for managing/completing the initial core technology development, technical product marketing and strategy with the CEO, developing/managing an IP strategy, and building an applications engineering capability. In addition, the VPE will be part of the senior executive team initially consisting of the CEO (who will also own the marketing function until late 2004) and the CFO (who will also own the business development through 2004). 

The qualified candidate will be able to creatively assist the DSSI Management Team in the execution of the business plan.  The VPE’s first-year objectives consist of completion of core technology development, completion of several customer-site pilot projects, development/expansion of the engineering team, growth/formalization/initiation of the three engineering groups: Core technology (FPGA to data interface); Drivers & APIs; Applications Engineering and Middleware.

In particular, the new Vice President of Engineering must: 

· Be in constant pursuit of personal and team excellence while supporting revenue generation through the on-time development and deployment of DSSI’s Unstructured Data Management solutions

· Possessing excellent personal team building, coaching, mentoring, and engineering skills, this individual will drive, train, and mentor the engineering team’s ability to assume a leadership role in Unstructured Data Management solutions market.

· Continue to attract, select, hire, coach and motivate a world-class engineering team replacing those regardless of success that are unable to participate in a team environment - purposefully assembling the team selecting complementary abilities and styles for more effective team performance.

· Be directly in touch with the day-to-day activities/realities of the engineering team, and directly remove obstacles that potentially impede the engineering team’s tactical and strategic success.

· Reinforce a strong brand and value proposition with customers and partners, and be willing and prepared to directly represent DSSI with customers, partners and investors.

· Demonstrate sufficient technical and business understanding to uniquely apply DSSI’s technology and capabilities creating synergistic high impact client opportunities derived from mapping DSSI’s competencies and capabilities into a client’s unique business reality. 

This individual will have the opportunity not only to help implement the business strategy and support the ongoing strategic efforts to size the overall target market, segment opportunities, define and support the execution of the revenue generation strategy, but also to execute tactically in a direct hands-on manner.

This is an opportunity for an individual who is seeking the challenge of building a career in top-tier Unstructured Data Management solutions market.  Do to the nature of DSSI’s engagements, this individual will have the opportunity to not only be a key team member and contributor, but will be expected to assume leadership roles.  DSSI’s growth is expected to dramatically outpace the industry.  As this individual’s experience grows over time, so will his/her role and responsibility within the company.

The following characteristics and experience will describe the successful candidate: 

· In addition to possessing a winning spirit, success orientation (i.e., Failure is NOT an option), and sense of urgency to get technology productized and to market, this individual has demonstrated the courage to take calculated risks, and possesses an intuitive nature tenaciously seeking facts to reinforce their ability to make intuitive decisions and recommendations based on facts.

· As a disciplined leader (where the only easy day was yesterday), this individual possesses high integrity having demonstrated the ability to walk their talk, speaking with authenticity and authority, especially in the context of succeeding or failing as a team has demonstrated they live by the principles of Teamwork (i.e., There is no “I” in TEAM) and responsibility (everyone is a leader).
· The “ideal” candidate, possessing a proven track record of bringing profitable technology solutions to market has demonstrated an ability to expand beyond the scope of their role, and the ability to think big and execute tactically through direct contribution muscling their way across the goal line when things didn’t go quite as planned.

· Possesses an ability to align with diverse individuals, this individual possesses +15 years of complex systems and software engineering management experience in progressively more challenging roles within the business solutions industry. Ideally with direct experience supporting product development activities within a company that has scaled to from zero to +$50M in revenue, this individual is currently in a Vice President of Engineering role within the business solutions industry. 

· Must be able to articulate their demonstrated creative market connected approach/strategy to technology/product development, IP proliferation, planning and execution, HW & SW systems partitioning, and problem solving (including any "continuous improvement" methodologies consistently employed).

· DSSI’s core technology leverages FPGA technology to embed functionality near the data store. Though this is the Company’s enabling technology, the core team will probably only grow over time to 10-20 individuals and will not be the primary area of engineering growth. While it is not necessary that the candidate has designed in FPGA environments or be a disk drive or RAID expert, a solid understanding is necessary.  

· Candidate needs to understand systems, and the ability to look at higher-level structures, able to decompose and partition the system application problem into the software/application and hardware/firmware socket.  Ideally possessing Verilog and/or VHDL experience, understands how to breakdown/divide/tune/link the software application to leverage the core technology architecture.

· In addition to a general understanding of software applications engineering, and specific experience in databases; corporate data warehouses; unstructured data management; OLAP; encryption; compression; filtering; and networks, the candidate ideally possesses Linux development environment experience, Oracle 9i experience, Oracle like API experience, SQL and database searching (i.e., “Google like” data mining) experience.  Also ideally possesses systems software (i.e., HW/SW interface) level where the work is mostly on the SW side, knowledgeable of device drivers, and how this software would be presented to the higher/API level.

· It would be useful if the candidate has had reverse engineering experience with software data formats. Examples might be: .pdf; Word; Excel; .pst; Oracle; et al.

· Possesses a proven track record in over-achieving and delivering on budget and schedule targets, and having a demonstrated ability to personally develop and bring to market complex technology solution implementation opportunities at large clients as well as coach and mentor engineers and their managers responsible for the same.

· Must have demonstrated a consistent and proven ability to function exceptionally in all phases of bringing a complete product solution to market including transitioning technology through each phase of the product life cycle from R&D phase to new market introduction, incremental upgrade and phase out.

· While possessing experience in the ongoing management of large development projects, and demonstrated the ability to manage multiple project facets and be knowledgeable of client engagements, this individual must be experienced at working within, growing and contributing in a direct hands-on manner with small teams.

· Having demonstrated a strong ability to communicate with executives up to the Boardroom level, is able to creatively discuss the marketplace and technology, build and position customer specific compelling technical value propositions, and articulate their associated business impact.

· Able to maximize employee performance by coaching engineers and managers specifically in the context of coaching/influencing an engineer’s behavior in alignment with product development and company goals and objectives.  Must know the difference between being able to develop under-performers and knowing when to coach someone out of the company.  

· In addition to demonstrated ability to lead, manage, and motivate teams - this individual must be a team player possessing a strong ability to “listen & learn” from the success and experience of others  (i.e., knows when to lead - knows when to follow).  DSSI has a strong collaborative team environment.

· In addition to having demonstrated strong internal communications skills, the successful candidate is a bright, engaging, articulate, and highly motivated driver possessing the capacity to assume ownership where needed, and possesses the ability to teach/mentor engineering teams how to recognize and create synergistic high impact client solutions derived from mapping employer competencies and capabilities into a client’s unique business reality – versus – simply telling the sales force to sell standard solutions offerings.

· Finally, the right candidate will see the challenges, frustrations, victories, roadblocks, and milestones of a growth company to be to be the ultimate fun.  DSSI possesses a young, energetic team and world-class, disruptive technology. With the right leadership DSSI will change the way information is accessed and how it can be used. 

For more information please contact:  Michael A. Rothstein, Managing Principal

Phone: 503-629-5235 ( Cell: 503.710.1585 ( Fax: 503.533.9152 ( mrothstein@executive-advantage.com
Executive Advantage Group, Inc.    Offices in Silicon Valley and the Pacific Northwest
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